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Abstract

Many genetic analyses are done with incomplete information; for example, unknown

phase in haplotype-based association studies. Measures of the amount of available in-

formation can be used for efficient planning of studies and/or analyses. In particular,

the linkage disequilibrium (LD) between two sets of markers can be interpreted as the

amount of information one set of markers contains for testing allele frequency differ-

ences in the second set, and measuring LD can be viewed as quantifying information

in a missing data problem. We introduce a framework for measuring the association

between two data structures, DS and DT , e.g. genotypes at two distinct groups of

markers, S and T . The goal is to quantify how much information is in the data DS

for estimating parameters that are functions of the allele or haplotype frequencies in

DT , relative to the ideal case of actual observing the alleles or haplotypes in DT . The

proposed measures of association are based on ratios of the Fisher information con-

tents in the data DS and the data DT . In the case of DS and DT as genotype data,

the measure determines the amount of multi-locus LD, and is equal to the classical

measure r2, if T and S each consist of one biallelic marker. In general, the measures

are interpreted as the asymptotic ratio of DS and DT sample sizes necessary to achieve

the same power in case-control testing. The focus of this paper is on case-control

allele/haplotype tests, but the framework can be extended easily to other settings

like regressing quantitative traits on allele/haplotype counts, or tests on genotypes or

diplotypes. We highlight applications of the approach, including tools for navigating

the HapMap database (The International HapMap Consortium, 2003), and genotyping

strategies for positional cloning studies.
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Introduction

Most genetic studies have considerable missing information, caused by missing genotypes,

missing DNA samples, incomplete genetic maps (less than perfectly informative), or unknown

haplotype phase in association mapping. Meaningful measures of the amount of missing

information can dramatically improve the experimental design (including the design of follow-

up studies), and the analysis of the data. Measures of information content can be used

in linkage analysis for characterizing the relative information in SNP and microsatellite

maps (Kruglyak, 1997; Schaid, 2004; Evans and Cardon, 2004), can be used for deciding

on the set of SNPs to genotype in an association study (e.g. selecting minimum subsets of

SNPs, called tagging SNPs, to represent common haplotypes, reviewed in Halldorsson et al.

(2004)), and for choosing appropriate haplotypes for case-control analyses. We argue in

this paper that multi-locus measures of linkage disequilibrium (LD) can be also obtained by

quantifying how much information a set of markers extracts about the alleles at an untyped

(i.e. missing) mutually exclusive set of markers. It is important to note that measuring the

fraction of missing information is equivalent to measuring the association between two data

structures, namely the observed and the complete data. We therefore use the term ‘measure

of association’ when we refer to the framework of general data structures.

Measures of information content for genetic studies can be divided in two groups: mea-

sures that are conditional on the observed data, and measures that are based only on pop-

ulation parameters (e.g. allele frequencies) and auxiliary information (e.g. recombination

fractions). In linkage analyses, population measures (Teng and Siegmund, 1998) can be used

for planning the study, and measures conditional on the data (Kruglyak et al., 1996; Nicolae
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and Kong, 2004) can be used for the interpretation of the data and for guiding follow-up in-

vestigations (i.e. deciding whether increasing the density of markers will change the observed

lod scores). Measures of information that are conditional on data have been proposed for

association studies (Nicolae and Kong, 2004; Gretarsdottir et al., 2003) to aid the interpre-

tation of haplotype-based investigations. In this paper, we develop unconditional measures

that depend only on the population haplotype frequencies, and have a large spectrum of

applications.

We describe in detail the connection between measures of LD and measures of information

content in the next section. In the following sections, we describe the general framework used

to build the association measures, the properties of the measures, and their interpretation.

Note that the proposed framework leads in some instances to known measures of correlation

such as r2, but it also leads to novel statistics used, for example, for quantifying the amount

of information lost to unknown phase. Also, the methods can be extended easily to other set-

tings like regressing quantitative traits on allele/haplotype counts. The proposed framework

can be used to define a multi-locus measure of LD, and we also make the connection to other

metrics. Applications to the design of the genetic association studies, constructing optimal

analytic strategies, and investigating the relation between Affymetrix GeneChip r©Human

Mapping 100K Set (Matsuzaki et al., 2004) and the HapMap database (The International

HapMap Consortium, 2003) are discussed. We conclude with some thoughts on future work.

Quantifying LD based on the fraction of missing information

Genetic association studies on qualitative phenotypes are usually done by testing for
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differences in allele or haplotype frequencies between cases and familial or unrelated controls.

The signal detection is possible, even when not all the genetic variation in a region is typed,

because of the association of alleles at neighboring sites. The magnitude of the association

(linkage disequilibrium) depends on the local recombination fraction, age of the variation,

and human demographic history. An accurate understanding of the structure of LD in a

region is an important ingredient for a successful association study, and is necessary for

efficiently choosing the set of markers to genotype, and for designing powerful methods of

analysis. The choice of markers to be typed is usually done using pairwise measures of LD

and/or the haplotype structure in the region. Recent studies (e.g. Daly et al., 2001), have

suggested that the genome can be divided into discrete haplotype blocks that are separated

by regions with many historical recombinations. This model offers a simple way of choosing

SNPs for association studies by finding the set of SNPs that ‘tag’ the common haplotypes

within each block (The International HapMap Consortium, 2003). Marker selection can be

also done using pairwise measures of LD such as r2 (Devlin and Risch, 1995) and we discuss

issues in using pairwise measures at the end of this section. Note that r2 is the most relevant

measure of LD for association studies because it is linked to the loss of efficiency caused by

not typing the risk variant (Pritchard and Przeworski, 2001). Equivalently, r2 is the fraction

of information available in the genotypes of a polymorphism for case-control allele frequency

testing when the genotypes at the risk variant are missing. One of the goals of this paper is

to define a multi-locus measure of LD that is characterized by a similar description: the LD

between two sets of markers is measured by the amount of information contained in one set

for testing case-control differences caused by risk factors in the second set.
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It is important to emphasize that the measures of LD should be defined such that they

are useful in practice. Many measures of LD are defined to have values between 0 and 1,

with 0 indicating linkage equilibrium and 1 perfect LD. There are few measures for which the

intermediate values (e.g. 0.5) are easily interpretable, and r2 is one of them. The measures

of information we propose and describe in the next section are constructed such that the

whole range of values they take is meaningful.

We illustrate some of the issues in using pairwise measures of LD, and haplotype-tagging

SNPs using a simple example. Note that we are not interested in characterizing the popula-

tion genetics behavior of multi-locus disequlibrium (e.g. Bennett, 1954), but we only try to

emphasize aspects that determine our choice of measures. We assume that there are three

biallelic markers denoted by S1, S2 and S3, all having alleles denoted by 1 and 2, such that

only four haplotypes are present in the population, all having the same frequency (0.25). The

four haplotypes are: H1 (1-1-1), H2 (1-2-2), H3 (2-1-2), and H4 (2-2-1). Although this is an

artificial example, there are real data examples where pairwise and multi-locus measures of

LD give totally different results (Nicolae et al., 2006). Note that the haplotype frequencies

are chosen such that each pair of markers is in linkage equilibrium, but not all the eight

possible haplotypes are present (and therefore they are in linkage disequilibrium as a group).

Any procedure that is based on pairwise measures of LD (such as r2) would fail to identify

the haplotype structure present. An interesting point was made by a reviewer: any method

of tagSNP selection based on pairwise LD is not efficient as it would require the genotyping

of all three markers, but the typing of all three polymorphisms will resolve the haplotypes

for this marker set. In this example, any pair of markers is sufficient to tag the haplotypes,
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and it seems that choosing the markers to type is an arbitrary decision; let’s say we choose

S1 and S2 as tagging SNPs. The amount of information in S1 and S2 about S3 can be viewed

as a measure of multi-locus LD between {S1, S2} and {S3}. The haplotype tagging property

of S1 and S2 suggests that there is complete information on S3 in S1 and S2. It is correct to

say that having haplotype data on S1 and S2 would give us all the haplotypes for this group

of markers, but in practice only genotype data is available. A consequence of the missing

haplotype phase is that we do not have complete information on S3 because heterozygous

genotypes at both S1 and S2 are compatible with both homozygous genotypes at S3. The

observation that tagging the haplotypes does not imply accurately predicting the untyped

variation has been made before (Chapman et al., 2003). As indicated above, haplotype data

at S1 and S2 are sufficient for learning the genotypes at S3, but genotype data are not, and

we need ways to quantify this difference (i.e. different information/LD measures are neces-

sary depending on the available data). Let’s assume that a haplotype-based approach that

estimates the risk of each haplotype (Gretarsdottir et al., 2003) indicates that the haplotypes

1− 1 and 2− 2 at S1 − S2 are associated with an increased risk, so it seems that allele 1 of

S3 is associated with an increased risk. There are two equivalent questions: “would we gain

anything by genotyping S3”, and “how much information is lost as a result of missing the

genotypes at S3”? The answer to these questions is contingent on how much the significance

of the results would change, and this depends on how much better we would be able to

measure the frequency of allele 1 of S3. It seems that a relevant measure would indicate

that, and because the accuracy of an unbiased estimate is given by its variance, it is natural

to quantify the change in the variability of the estimator of interest. We will do this in the
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next section using the Fisher information.

The General Framework

The main goal of this section is to develop measures of information/association between

two sets of markers: S consisting of s markers S1, ..., Ss for which we might have data, and T

consisting of t markers T1, ..., Tt that are the ‘target’ of our inference process. In this section,

there is no restriction on the number of markers in the two groups and the number of alleles

for each marker, and the sets of markers do not have to be mutually exclusive. For simplicity,

we assume that the markers are in Hardy-Weinberg equilibrium, although this assumption

can be relaxed when dealing with tests on genotype or diplotype frequencies. We assume

we are interested in learning (e.g. estimating, testing for case-control differences) about

a, possibly multi-dimensional, parameter θT that usually represent the data frequencies at

T . For example, θT can be the vector of allele frequencies of the markers that form T .

Throughout this paper, we will use θT to denote the parameter of interest in the inference

problem, and we will use pT to denote the population values of these parameters; e.g. θT is the

vector of haplotype frequencies we contrast in cases and controls, and pT are the population

haplotype frequencies. The inference on θT can be done using data on S, or, ideally, data

on T , and we want the measures of information/association to reflect the loss of efficiency

caused by using the data on S. We denote with DS and DT the data for one individual

at S, and T . We also use GS , GT to denote multi-locus unphased genotype data, and with

HS , HT to denote haplotype data. In the situations we are interested in, the data consist

of either the haplotype or the genotype data, but the framework we build is general enough
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to allow for other structures. We assume that θT is a function of the genotype frequencies

if DT = GT , and is a function of the haplotype frequencies if DT = HT . This implies that

P (DS |DT , θT ) does not depend on θT , and is therefore the same as P (DS |DT , pT ).

A measure of association between S and T is a number that quantifies the distance

between the conditional, P (DT |DS , θT ), and the unconditional, P (DT |θT ), distribution of the

data at T . It is natural to require the measure to be zero when P (DT |DS , θT ) = P (DT |θT ),

e.g. when the sets of markers are in linkage equilibrium. Note that the distance between the

two distributions can be calculated using the Kullback-Leibler divergence (Kullback, 1959)

on population frequencies,

KL(P (DT |DS , pT ), P (DT |pT )) =
∑
DT

P (DT |DS , pT ) log
P (DT |DS , pT )

P (DT |pT )
,

but this measure is not directly related to the parameter of interest, θT , and it does not have

a direct connection to the problem of interest in association studies: testing for differences

in the data frequencies between cases and controls. The goal of this paper is to construct a

framework for building association measures that have a direct relationship to the efficiency of

the proposed inference. We will achieve this by constructing measures based on components

of the Fisher information matrix.

Let us assume first that data consist of DS . Note that,

P (DS |θT ) =
∑
DT

P (DS |DT , θT )P (DT |θT ) =

∑
DT

P (DS |DT , pT )P (DT |θT ) =
∑
DT

P (DT |DS , pT )P (DS |pT )

P (DT |pT )
P (DT |θT ),

where P (DT |pT ) is the population frequency of DT (we will use this identity in the section

on the measure properties). Assuming we have n observations, let us denote with nDS the
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number of observations of type DS . The log-likelihood of θT satisfies then,

lS(θT ) =
∑
DS
nDS logP (DS |θT ).

We denote with IDS (θT ) the corresponding expected Fisher information matrix. This repre-

sents the amount of information about θT in the data on S.

The ideal/complete data consist of observations on T . Let us pretend we have data on

T and the number of observations of type DT , denoted with nDT (DS) is predicted by the

data on S. The expected number of observations is given by,

nDT (DS) =
∑
DS
nDSP (DT |DS , pT ).

The log-likelihood of these data satisfies,

lT (θT ) =
∑
DT

nDT (DS) logP (DT |θT ),

and we denote with IDT (θT ) the corresponding Fisher information matrix. It represents the

amount of information about θT if we pretend that the expected counts predicted by the

data on S are directly observed.

Extending the ideas developed for linkage analyses (Nicolae and Kong, 2004) and haplotype-

based association studies (Nicolae and Kong, 2004; Gretarsdottir et al., 2003), consider the

following measure of information,

M = MθT (DT ,DS) =
tr [IDS (pT )]

tr [IDT (pT )]
, (1)

where tr stands for the trace of the matrix. The choice of trace for dimension reduction is

linked to the choice of parametrization as described below. The measure can be considered,
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when the data consist of genotypes, as a measure for multi-locus linkage disequilibrium. As

opposed to the measures introduced before (Nicolae and Kong, 2004; Gretarsdottir et al.,

2003) that are conditional on the data, this measure doesn’t depend on sample sizes but

only on the haplotype frequencies, and it relies on accurate estimators for these frequencies.

Similar measures of information have been proposed in the statistics literature in the context

of missing data (Dempster et al., 1977).

The trace of the Fisher information matrix is not invariant under re-parametrization, and

the measure depends then on the choice of parametrization. We argue in Appendix A that

the natural parametrization in a two-sample multinomial problem is using the logarithm of

the odds. Note that there are other ways of summarizing the full information matrix, like

the trace of the inverse Fisher information (i.e. the sum of the asymptotic variances of the

estimators), or the largest or smallest eigenvalue of the matrix. We show in Appendix A,

that the choice made in (1) is directly related to the asymptotic efficiency of the likelihood

ratio test in a two-sample problem. The measure can be interpreted as the ratio of available

information in observed (DS) and complete/ideal data (DT ), and it quantifies the ratio of

sample sizes of observed and complete data needed to achieve the same power for a two-

sample test. For scalar parameters, the measure reduces to the ratio of the expected values

of Fisher information.

We conclude this section by showing possible applications of the framework:

• DS = HS, DT = HT , and θT are the (re-parametrized) haplotype frequencies

for the markers in T . In this situation, we have haplotype data for two groups of

markers and the inference is on the haplotype frequencies for the markers in T . We
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denote the corresponding measure, MθT (HT ,HS), with MT (standing for Multilocus

Tagging). This measure indicates how much information is in the haplotypes of S for

learning about the haplotypes in T . It can be used to quantify the haplotype-tagging

ability of the S-markers haplotypes for the joint S − T haplotypes. It is shown in

Appendix B that the measures satisfies,

MT = MθT
(HS ,HT ) =

∑
a

∑
b hb(1− hb)(1− ha)r

2
ab∑

b hb(1− hb)
, (2)

where a and b denote haplotypes for the markers in S and T with population frequencies

ha and hb, and r2
ab is the r2 of haplotypes a and b (calculated by treating a and b as

alleles in two bi-allelic markers).

• DS = GS, DT = GT , and θT are the allele frequencies for the markers in T

(when estimating allele frequencies, we assume that the markers are in Hardy-Weinberg

equilibrium, so it is equivalent to θT being the genotype frequencies). In this situation

we have multilocus unphased genotypes at both S and T . We denote the correspond-

ing measure, MθT (GT ,GS), with MD (standing for Multilocus Disequilibrium). This

measure indicates how much information is in the genotypes of S for learning the geno-

types of the markers in T . This measure can be viewed as the amount of multi-locus

linkage disequilibrium between S and T , and can be used for designing genotyping

strategies in association and positional cloning studies. For example, we can choose to

type the minimum number of SNPs such that the information on each untyped marker,

as measured by MD, is larger than a given threshold (e.g. 0.5). We have used this

measure (Nicolae et al., 2006) to quantify how much information is extracted by the
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Affymetrix GeneChip r©Human Mapping 100K Set relative to genotyping the whole

set of markers in the HapMap database. Detailed calculations of this measure can be

found in Appendix C.

• S = T , DS = GT , DT = HT , and θT are the haplotype frequencies for the

markers in T . The corresponding measure, MθT (HT ,GT ), is denoted byMP (standing

for Missing Phase), and indicates how much information on the phase of the T -marker

haplotypes is in the genotypes. It can be used in planning the statistical analyses, as a

small measure indicates high uncertainty in the estimates of haplotypes and therefore

low efficiency. The optimal number of markers to be used in haplotype-based analyses

can be inferred using MθT (HT ,GT ). A similar measure has been proposed before

(Nicolae and Kong, 2004; Gretarsdottir et al., 2003) that quantifies the amount of

missing information due to estimating rather than directly observing haplotypes and

is conditional on the data. It can be proved that MθT (HT ,GT ) is the limit, as sample

size goes to infinity, of the measure that is conditional on the data.

One of the main advantages of using this framework is that it provides a unified way of

measuring the loss of information due to unknown phase, missing genotypes, and untyped

variation.

Properties of the measures

We start this section with some formal derivations for the diagonal values of the Fisher

information. Let us start with the complete/ideal data case, DT . Recall that the log-
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likelihood for one observation is equal to

logP (DT |θT ),

and its partial derivative with respect to the i-th parameter θi satisfies

ηi(θT ) =
∂P (DT |θT )/∂θi

P (DT |θT )
.

As a function of DT , ηi(θT ) is a random variable that satisfies (Cox and Hinkley, 1974)

EθT [ηi(θT )] = 0.

The (i, i) element of the IDT (pT ) matrix is

VarθT [ηi(θT )]|θT =pT
.

Similarly, the log-likelihood for one observation given data on S is equal to,

logP (DS |θT ) = log

∑
DT

P (DT |DS , pT )P (DS |pT )

P (DT |pT )
P (DT |θT )

 ,
and its partial derivative with respect to the i-th parameter θi satisfies

1

P (DS |θT )

∑
DT

P (DT |DS , pT )P (DS |pT )

P (DT |pT )

∂P (DT |θT )

∂θi

= E [ηi(θT )|DS ] .

It follows that the (i, i) element of the IDS (pT ) information matrix is,

VarθT (E [ηi(θT )|DS ])|θT =pT
.

The following variance decomposition,

VarθT [ηi(θT )] = VarθT (E [ηi(θT )|DS ]) + EθT (Var [ηi(θT )|DS ]) , (3)

implies that the measure M is between zero and one.

Properties of the proposed measure:
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• (i) 0 ≤M ≤ 1 (proved above).

• (ii) M = 0 if and only if P (DT |DS , pT ) = P (DT |pT ). To see why this is true, note that

E [ηi(θT )|DS ] has the same mean as ηi(θT ), and therefore VarθT (E [ηi(θT )|DS ]) = 0

implies that E [ηi(θT )|DS ] = 0 for all DS . It implies that the log-likelihood of DS is

constant and therefore P (DT |DS , pT ) = P (DT |pT ).

• (iii) M = 1 if and only if P (DT |DS , pT ) = 0 or 1, ∀DT ,DS . This follows from (3),

by noting that EθT (Var [ηi(θT )|DS ]) = 0 implies that Var [ηi(θT )|DS ] = 0, and because

ηi(θT ) is not constant (and equal to zero) it follows that the conditional distribution

P (DT |DS , pT ) is degenerate, i.e. it has all the probability mass on one point.

• (iv) M = r2 when S and T consist each of one bi-allelic marker. This is proved in

Appendix B.

• (v) The measures are based on P (DT |DS), and adding markers to S that are in linkage

equilibrium with both S and T will not change these probabilities, and therefore the

measure. As a consequence, the set of markers to condition on is not based on tunning

parameters (e.g. sliding windows of a fixed number of markers). For example, to mea-

sure the information lost by not typing a polymorphism, T , one can use M(GT ,GS),

where S is the set of all typed variants in the region. In practice, the haplotype fre-

quencies are unknown and need to be estimated; accurate estimates of the frequencies

are usually obtained only when using a small number of markers.

• (vi) Interpretation. For large samples, the inverse of the Fisher information gives the

variance of the maximum likelihood estimate for the parameters of interest. For exam-
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ple, suppose we have n = 1000 individuals typed for the markers S = {S1, ..., Sk} such

that MD = M(GT ,GS) = 0.5, where T is one bi-allelic marker. The allele frequencies

of T can be estimated (using the log-likelihood detailed above). Alternatively, one can

estimate the allele frequency using genotypes at T . To get the same variance of the

estimator, one needs Mn = 500 genotypes at T .

Connections to other measures of LD

We focus in this paper on measures of information that are used for testing allele and

haplotype frequency differences in cases and controls because many of the quantities currently

used in applications were developed for this scenario. The framework we propose in this paper

can be used in other situations like tests on genotype frequencies or inference on quantitative

traits. The goal of this section is to investigate the connections of the measures we propose

to other measures used in statistics and in the literature on linkage disequilibrium, haplotype

blocks and haplotype-tagging SNPs. We look first at the case when both S and T consist of

one (possibly multi-allelic) marker. Note that GS = HS and GT = HT , and the parameters of

interest are the allele frequencies of T . Let T1, ..., Tt be the alleles of marker T and S1, ..., Sm

be the alleles of marker S. It is proved in Appendix B that,

MθT
(GS, GT ) =

∑t
j=1

∑m
k=1 pTj

(1− pTj
)(1− pSk

)r2
kj∑t

j=1 pTj
(1− pTj

)
,

where r2
ij is the r2 of alleles Ai and Bj. Note that the measure is not symmetric in S and T .

The following example shows why this asymmetry is natural: suppose that S is tri-allelic and

T is biallelic, and the only haplotypes present in the population are S1T1, S2T1, and S3T2;
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note that knowing the genotypes at S will tell you the genotypes at T , but the opposite is

not true. A symmetric version of M is proposed in Appendix B,

s(T, S) =

∑t
j=1

∑m
k=1(1− pTj

)(1− pSk
)r2

kj

t− 1
.

Note that if T and S have the same number of alleles, s(T, S) = s(S, T ). Both measures

are different than the squared correlation coefficient ∆2 used for multi-allelic data (Hudson,

2001).

The case of mutually exclusive sets of markers with haplotype data reduces to measuring

association in a two-way table with elements given by the joint haplotypes, and margins

given by the haplotype counts in the two sets of markers. If a and b index the haplotypes

in S and T , the frequencies in the table are given by hab. Measures of association for

cross-classifications date back to nineteenth century, and the rich literature on the subject

makes it difficult to summarize. The measure we propose in this situation, MθT (HT ,HS),

is equivalent to the proportional prediction measure (Goodman and Kruskal, 1954) that

evaluates the prediction of the haplotypes in T based on the haplotypes in S. Assuming no

information is available, we can predict the haplotype b with probability hb. Assuming the

S haplotype is known and equal to a, the corresponding prediction is given by haplotype b

with probability hab/ha. The long-run proportion of correct predictions,

τ =
(1−∑

b h
2
b)− (1−∑

a

∑
b h

2
ab/ha)

(1−∑
b h

2
b)

,

indicates the degree of association, and it is easy to see that τ = MθT (HT ,HS).

In the genetics literature, the measure described in the previous paragraph is often called

haplotype r2 (e.g. Ahmadi et al., 2005) and it is used in choosing haplotype-tagging SNPs
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(Stram et al., 2003; Stram, 2004). For each haplotype h, the coefficient of determination R2
h

(Stram et al., 2003) is defined as the squared correlation coefficient between the true and

the predicted (by genotype data) haplotype dosage. Similarly, for each minor allele, s, of a

SNP, the squared correlation between the predicted and the expected number of alleles s,

denoted with R2
s, can be calculated (Stram, 2004). It was proposed (Stram, 2004) that the

haplotype-tagging SNPs are chosen to maximize the minimum value of R2
h over the common

haplotypes. It can be shown (Stram et al., 2003) that R2
h and R2

s can be expressed as ratios

of conditional on genotypes and unconditional variances of the number of haplotypes h, or

alleles s in an individual. Using the identity (9) in the Appendix C, it can be shown that

R2
h is equal to M(HT ,GS), where the scalar parameter of interest is the haplotype frequency

of h, and R2
s is equal to M(GT ,GS), where T is the bi-allelic marker of interest with minor

allele s. An interesting discussion on the relation between R2
h and the sampling variance of

the slope in a linear model for the disease outcome can be found in (Stram et al., 2003). It is

worth pointing out the duality of the approaches. The approach in (Stram et al., 2003) start

with a prediction problem and show that the proposed measure is related to the power of

test. The framework proposed in this paper is designed to measure the asymptotic relative

efficiency of the likelihood ratio test for two data structures, and is linked naturally (because

the multinomial distribution forms an exponential family) to the predictive abilities of the

sufficient statistics.

A similar approach for assessing the coefficient of determination of predicting alleles/haplotypes

from genotypes of several polymorphisms is decribed in (Chapman et al., 2003). Alternative

methods for assessing multi-locus LD include predicting individual genotypes from data on
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surrounding loci (Evans et al., 2004), quantifying the homozygosity of haplotypes (Sabatti

and Risch, 2002) or the shared haplotype length (Wang et al., 2006), genotype-based com-

posite LD coefficients (Weir, 1996; Weir et al., 2004; Barton, 2000), measures based on the

entropy of the haplotype distribution (Nothnagel et al., 2002; Rinaldo et al., 2005), and mea-

sures based on a scaled Kullback-Leibler distance between the observed and the expected

under equilibrium distribution of haplotypes (Liu and Lin, 2005). Patterns of LD can be

also characterized using coalescent models (Fearnhead and Donnelly, 2001; McVean et al.,

2002; Li and Stephens, 2003), leading to estimates of local recombination rates.

Discussion

The framework developed in this paper provides a unified way of quantifying the amount

of information in genetic data. The proposed measures are directly related to the inference

process because they are based on functions of Fisher information matrices for complete

and incomplete data likelihoods, and they are easy to interpret. In the case of data con-

sisting of genotypes for mutually exclusive sets of markers, the measures can be viewed as

multi-locus generalizations of r2. The proposed framework can be also used to quantify

the amount of information lost to unknown haplotype phase. Because the measures are

defined via asymptotic relative efficiency that can be calculated for any parametric models,

the methods can be easily extended to other settings like regressing quantitative traits on

allele/haplotype counts. Also, the measures described explicitly in this manuscript are on

allelic and haplotype test that assume implicitly Hardy-Weinberg equilibrium, assumption

not always valid (Schaid and Jacobsen, 1999). The framework can be used for constructing
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natural measures of information for tests on genotypes or diplotypes. Other methods for

measuring information/association do not have natural extensions to general testing scenar-

ios. The information-based measures we introduce have a wide range of applications, such

as improving the design and analysis of association studies, understanding LD patterns, and

evaluating genome-wide association technologies.

For example, positional cloning studies are conducted using a subset of the genetic mark-

ers from a region, and it is therefore important to understand how much information is lost

by surveying only that subset of variation. We can address this question using the proposed

measures of information as long as we have haplotype information (or genotype data) on the

markers typed and untyped (e.g. if the markers typed and untyped are part of the HapMap

project). The measures of information can be used to evaluate whether it is possible to

increase the significance of the results by genotyping more markers, and therefore can be

used in follow-up and replication studies.

A common study design utilizes haplotype analysis on a “sliding window” - a fixed

number of consecutive markers. Although it is obvious that the number of markers in

the window is chosen without a strong statistical justification, and that there are many

regions where it is natural to investigate haplotypes of non-consecutive markers, there are

no methods/guidelines for choosing the optimal analytical strategies. The loss in power

due to non-optimal strategies is amplified in genome-wide association studies by the large

number of tests done. A possible strategy is to find, for each untyped polymorphism, the set

of typed markers that can be used to recover most information on its alleles, and perform

haplotype analyses for this set of markers. The optimal set of markers to be genotyped can
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be identified using the LD patterns in the region with the framework we have described.

The proposed measures also have immediate applications for navigating the HapMap, and

other similar data bases. As described in the introduction, one of the goals of the HapMap

database is to guide the choice of markers to genotype in an association study. One strategy

is to choose the minimum number of SNPs in a region, S, such that for the remaining set

of SNPs, T , we have that MD = Mθ(GT ,GS) ≥ α where (1 − α) indicates the percentage

of efficiency lost for testing the difference in cases and controls for the untyped markers.

Note that this will lead to a smaller group of markers than if we would require that all the

individual marker measures of information are larger than α. Another possible strategy is

to require that for all the variation in the region we have at least 100α% information; i.e.

MD = Mθ(GT ∪S ,GS) ≥ α.

We applied these measures to the analysis of the Affymetrix GeneChip r©Human Mapping

100K Set (Nicolae et al., 2006), and we calculated, for each SNP in the HapMap database,

the amount of information available in the SNPs on the Mapping Set. This provided an

overview of the information content by type of polymorphism (intronic, synonymous coding,

non-synonymous coding, and more than 2 kb outside genic regions), revealing biases in the

choice of SNPs by the algorithm used in designing the array.

The measures of association are functions of haplotype frequencies and we assumed

throughout this paper that the frequencies are known. In practice, they are usually inferred

from the genotype data on a small number of individuals. For example, the Caucasian haplo-

type frequencies in the HapMap database are estimated from 120 independent chromosomes

(The International HapMap Consortium, 2003). One of the questions that arises is ‘how
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long should the haplotypes used in calculating the information measures be?’. Although

in theory full chromosomes can be used, in practice we are restricted by the information

available in the data used for haplotype estimation. In characterizing the coverage of the

Affymetrix 100K set, we used only haplotypes of length at most five.

We discussed above that accurate estimators of haplotype frequencies are necessary for

meaningful measures of information. The uncertainty in haplotype frequencies is due to

both sampling variation and unknown phase. In many situations, confidence intervals for

the measures of association are necessary, and we plan to develop techniques for constructing

them. Some of the issues we need to consider in developing methods for constructing confi-

dence regions are: computation (confidence regions for several measures on millions of SNPs

are sometimes needed), sparseness (for long haplotypes, a small number of chromosomes is

used to estimate a large number of frequencies), and nuisance parameters (the haplotype

frequencies).
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Appendix A: Statistical justification for the proposed measures

The asymptotic relative efficiency.

The main objective of association studies for qualitative traits is testing for differences in

haplotype and/or allele frequencies between cases and controls. Useful measures of informa-

tion/association should then be directly related to the efficiency of the testing procedures.

Therefore, we start this section with a general discussion on measuring the efficiency of a

test statistic. Let X1, ..., Xn be independent and identically distributed according to f(x; θ),

where θ is a (possibly multi-dimensional) parameter. We are interested in testing the hy-

pothesis H0 : θ = θ0, and we use the likelihood ratio test. We assume that the standard

regularity conditions for the likelihood function (Cox and Hinkley, 1974) are satisfied. Let

IX(θ) denote the Fisher information matrix, and let θ̂ be the maximum likelihood estimator.

It is easy to see (Cox and Hinkley, 1974) that the likelihood ratio test is asymptotically

equivalent to a chi-squared test based on the quadratic form

(θ̂ − θ0)
T IX(θ0)(θ̂ − θ0),

and that the power of this test is given by (θA − θ0)
T IX(θ0)(θA − θ0) where θA is a point in

the parameter space. Similarly, given another set of data Y with distribution depending on

θ, e.g. some of the Xi’s are missing and Y is a subset of X, the power of the corresponding

likelihood ratio test is given by

(θA − θ0)
T IY (θ0)(θA − θ0),

where IY is the Fisher information matrix for Y . The asymptotic relative efficiency (ARE)

of the two tests is defined as the ratio of the sample sizes necessary to achieve asymptotically
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the same power. For the situation described,

ARE(X, Y ) =
(θA − θ0)

T IX(θ0)(θA − θ0)

(θA − θ0)T IY (θ0)(θA − θ0)
,

and it depends on the direction away from θ0 that the alternative is postulated to be. Note

that when θ is a scalar, ARE(X, Y ) = IX(θ0)/IY (θ0) is independent of θA, and it is invariant

under reparametrization (thus making the choice of the efficiency measure trivial).

One and two-sample multinomial problems.

We calculate now the power of the likelihood ratio test in the multinomial case, as the

multinomial distribution is used in modeling both the haplotype and genotype data. We

start with the one-sample problem, and let N = (n1, ..., nk+1) be distributed according to a

multinomial distribution with parameters (π1, ..., πk+1). The interest is in testing H0 : π =

π0. We use the natural parametrization that leads to a standard exponential family,

θi = log
πi

πk+1

, i = 1, .., k,

and this is equivalent to,

πi =
exp(θi)

1 + exp(θ1) + ...+ exp(θk)
, i = 1, .., k and πk+1 =

1

1 + exp(θ1) + ...+ exp(θk)
.

The log-likelihood satisfies,

l(θ) ∝
k∑

i=1

niθi − n log(1 + exp(θ1) + ...+ exp(θk)),

where n =
∑k

i=1 ni, and therefore,

∂l

∂θi

(θ) = ni −
n exp(θi)

1 + exp(θ1) + ...+ exp(θk)
.
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The Fisher information matrix is then the variance-covariance matrix of the ni’s, Var(N). In

association studies, the natural alternative is that there is one haplotype/allele at risk, let’s

say the one modeled by π1. Under the natural parametrization, this leads to the following

deviation,

(θA − θ0) ∝ (1, 0, 0, ..., 0),

and the power of the likelihood ratio test is then given by the (1, 1) element of the information

matrix. If we have no prior information on which component to expect the deviation, it is

natural to use the average of the diagonal elements of I(θ0) to quantify the power of the test

(and this is equivalent to using the trace of the matrix). Note that the above parametrization

is not symmetrical in the (k+ 1) parameters. For the calculation of the efficiency measures,

the formal parametrization based on {θi = log πi | i = 1, ..., (k + 1)} is used (Brown, 1986),

P (N |θ) ∝ exp

[
k+1∑
i=1

θini − ψ(θ)

]
,

where ψ(θ) = n log
[∑k+1

i=1 exp(θi)
]
.

The two-sample problem involves nuisance parameters, and the ARE depends in gen-

eral on the true value of the nuisance parameters. In the multinomial setting, let N =

(n1, ..., nk+1) and M = (m1, ...,mk+1) independent and distributed according to multino-

mial distributions with parameters (π1, ..., πk+1), and (η1, ..., ηk+1). We use the natural

parametrization

δi = log
πi

πk+1

, and θi + δi = log
ηi

ηk+1

,

and we are interested in testing H0 : θ = 0. The log-likelihood satisfies,

l(θ, δ) ∝
k∑

i=1

niδi − n log[1 +
k∑

i=1

exp(δi)] +
k∑

i=1

mi(θi + δi)−m log[1 +
k∑

i=1

exp(θi + δi)],
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and therefore,

∂l

∂θi

(θ, δ) = mi −
m exp(θi + δi)

1 +
∑k

i=1 exp(θi + δi)
,

and

∂l

∂δi
(θ, δ) = mi + ni −

n exp(δi)

1 +
∑k

i=1 exp(δi)
− m exp(θi + δi)

1 +
∑k

i=1 exp(θi + δi)
.

The Fisher information matrix can be partitioned as,

I(θ, δ) =

 Iθθ(θ, δ) Iθδ(θ, δ)

Iδθ(θ, δ) Iδδ(θ, δ)

 =

 Var(M) Var(M)

Var(M) Var(M +N)

 .

Let’s denote with δ̂ and θ̂ the maximum likelihood estimates, and with δ̂0 the H0-maximum

likelihood estimate of δ. Note that the likelihood ratio statistic 2
[
l(θ̂, δ̂)− l(0, δ̂0)

]
is asymp-

totically equivalent (Cox and Hinkley, 1974) to

(θ̂ − 0)T
[
Iθθ(0, δ)− Iθδ(0, δ)I

−1
δδ (0, δ)IT

θδ(0, δ)
]
(θ̂ − 0).

Also note that, in this case,

Iθθ(0, δ)− Iθδ(0, δ)I
−1
δδ (0, δ)IT

θδ(0, δ) ∝ Iθθ(0, δ),

and therefore, using the same argument as in the one-sample case, the efficiency of the test

depends only on the trace of Iθθ(0, δ) (and this is essentially the same matrix as in the

one-sample case).

The results of this sub-section can be easily generalized to one- and two-sample problems

for exponential families that allow a natural parametrization.

Association studies.

We return now to the scenarios described in this paper. We use the same notation as in The
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General Framework section. You can think of DS as the observed data, of DT as the missing

data, and of (DS ,DT ) as the complete data. There are two sets of parameters, θS and θT

corresponding to DS , and DT . Note that the statistical problem of interest in association

studies is the comparison of haplotype, genotype or allele frequencies in cases and controls.

There are two distinct scenarios that are described in the paper. In the first scenario S = T ,

DS = GS , DT = HT , and the interest is in testing whether the haplotype frequencies θT are

different in cases and controls. The two-sample multinomial setting described above applies

directly here, and it justifies the use ofMθT (HT ,GT ) for measuring the amount of information

in the genotypes. In the second scenario, the sets of markers are mutually exclusive, the data

consist of haplotype or genotype counts for cases and controls, and the interest is in testing

whether there is a difference in the haplotype or genotype frequencies between cases and

controls. In this situation, there is information in DS for testing H0 : θS = θ0
S , θT = θ0

T even

when DS and DT are independent (i.e., the two sets of markers are in linkage equilibrium),

and therefore any measure of the efficiency of the testing procedure will be different than

zero. It is natural then to concentrate on the hypothesis H0 : θT = θ0
T . For this hypothesis,

it is proved in the previous subsection, that, even in the presence of nuisance parameters,

the efficiency of the likelihood ratio test is given by the trace of the sub-matrix of the Fisher

information matrix corresponding to θ evaluated at the values of the parameters under the

null hypothesis.
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Appendix B: the MT = MθT (HT ,HS) calculation

In this section we assume we have haplotype data. The problem reduces then to the

case of two multi-allelic markers, with each allele corresponding to one haplotype. We use

T for the marker of interest, and T1, ..., Tt denote its alleles. Similarly, we denote with S

the marker we have data on, with alleles S1, ..., Sm. The parameters of interest are the allele

frequencies at T , and, as described in Appendix A, we use the natural parametrization for

them,

P (Ti|θT ) =
eθi

1 +
∑t−1

j=1 e
θj
, and P (Tt|θ) =

1

1 +
∑t−1

j=1 e
θj
.

We use pSk
and pTi

to denote the population values of the frequencies. We denote with GS

the genotypes at marker S. The likelihood of GS, denoted by fGS
, is then,

fGS
(θT ) = P (GS|θT ) =

∑
i,j

P (GS|TiTj, θT )P (TiTj|θT ) =

∑
i,j

P (GS|TiTj)P (TiTj|θT ) =
∑
i,j

pij(GS)P (GS)

P (TiTj)
P (TiTj|θT ),

where pij(GS) = P (TiTj|GS). Assuming that the data consists of the counts of genotypes,

nGS
, the log-likelihood for θT satisfies,

l(θT ) =
∑
GS

nGS
log fGS

(θT ).

Let hki be the frequency of haplotype Hki formed by the alleles Sk and Ti. The table

contains the probabilities pij(GS). For example, the first row in the table lists the probability

of having the genotype TiTi given that the genotype at S is SkSk. Using the notations (with

the convention that θt = 0),

gk(θT ) =
t∑

i=1

hki

pTi

eθi

1 +
∑t−1

r=1 e
θr
,
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Data(GS) Genotype Probabilities (pij(GS))

SkSk TiTi h2
ki/p

2
Sk

TiTj 2hkihkj/p
2
Sk

SkSl TiTi 2hkihli/2pSk
pSl

TiTj (2hkihlj + 2hkjhli)/2pSk
pSl

we have that

fSkSk
(θT ) = [gk(θT )]2 ,

and

fSkSl
(θT ) = 2gk(θT )gl(θT ).

It follows that,

l(θT ) =
m∑

k=1

2nSk
log gk(θT ),

where nSk
is the number of alleles Sk in the observed data.

The calculation of the trace of the information matrix is based on,

∂gk

∂θj

=
hkj

pTj

eθj

1 +
∑t−1

r=1 e
θr
−

t∑
i=1

hki

pTi

eθieθj(
1 +

∑t−1
r=1 e

θr

)2 =
eθj

1 +
∑t−1

r=1 e
θr

[
hkj

pTj

− gk(θT )

]
,

and

∂2gk

∂θ2
j

=

 eθj

1 +
∑t−1

r=1 e
θr
− 2

(
eθj

1 +
∑t−1

r=1 e
θr

)2
 [hkj

pTj

− gk(θT )

]
.

By substituting the population value of the parameter,

gk(log pT ) = pSk
,

∂gk

∂θj

(log pT ) = hkj − pSk
pTj

= Dkj, and
∂2gk

∂θ2
j

(log pT ) = (1− 2pTj
)Dkj.
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The j-th diagonal element of the Fisher information matrix can be easily calculated as,

2n
m∑

k=1

pSk

(
∂gk

∂θj

)2
− ∂2gk

∂θ2
j
gk

g2
k

= 2n
m∑

k=1

pSk

D2
kj − (1− 2pTj

)DkjpSk

p2
Sk

= 2n
m∑

k=1

D2
kj

pSk

,

because
∑m

k=1Dkj = 0. The complete data Fisher information is given by the multinomial

Fisher information calculated in Appendix A. It follows that the ARE of θj satisfies,

ARE(θj) =
m∑

k=1

D2
kj

pSk
pTj

(1− pTj
)

=
m∑

k=1

(1− pSk
)r2

kj,

where r2
kj is the classical LD measure calculated for alleles Sk and Tj. The proposed measure

of association is then,

MθT
(GS, GT ) =

∑t
j=1

∑m
k=1 pTj

(1− pTj
)(1− pSk

)r2
kj∑t

j=1 pTj
(1− pTj

)
. (4)

The measure was obtained by averaging the asymptotic relative efficiencies with weights

proportional to pTj
(1 − pTj

). A symmetric (in S and T ) measure can be obtained by using

weights proportional to (1− pTj
),

s =

∑t
j=1

∑m
k=1(1− pTj

)(1− pSk
)r2

kj

t− 1
.

Finally, the MθT (HT ,HS) can be calculated using (4) by treating the haplotypes as alleles

for a multi-allelic marker.
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Appendix C: the MD = MθT (GT ,GS) calculation

We start with the case where T consists of one bi-allelic marker T with alleles T1 and

T2, and S is a set of k markers S1, ..., Sk. The parameter of interest in this case is a scalar,

namely the allele frequency of T1. As in the previous section, let fGS (θ) = P (GS |θ) be the

likelihood of the data for a given value of the parameter. For simplicity we drop the S in

the notation of GS .

Let a be a haplotype for markers S1, ..., Sk, and let (a, i) be the haplotype having a at

S1, ..., Sk and allele Ti at marker T . Using the notation,

ga(θ) =
h(a,1)

pT1

eθ

1 + eθ
+

h(a,2)

1− pT1

1

1 + eθ
,

it follows that

fG(θ) =
∑

(a,b)∈HG

ga(θ)gb(θ),

where HG contains the ordered pairs of haplotypes that lead to the genotype G. Note that

(a, b) ∈ HG implies that (b, a) ∈ HG. It is easy to see that,

log fG(θ) = log
∑

(a,b)∈HG

ga(θ)gb(θ).

The first derivative of log fG(θ) is equal to,

∑
(a,b)∈HG

[g′a(θ)gb(θ) + ga(θ)g
′
b(θ)]∑

(a,b)∈HG
ga(θ)gb(θ)

.

Note that ga(log pT1/(1−pT1)) = ha, where ha is the frequency of haplotype a, and g′a(log pT1/(1−

pT1)) = Da1, where Da1 measures the LD between the haplotype a and allele T1. Therefore,

the expected Fisher information for the data at S satisfies,

IDS (pT ) =
∑
G

pG
(
∑

[Da1hb +Db1ha])
2

[
∑
hahb]

2 =
∑
G

1

pG

 ∑
(a,b)∈HG

Da1hb

2

,
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because
∑
Da1hb =

∑
Db1ha, and

∑
hahb = pG. The complete data Fisher information is

given by the binomial variance so,

Mθ(GT ,GS) =
2

pT1(1− pT1)

∑
G

1

pG

 ∑
(a,b)∈HG

Da1hb

2

. (5)

Let’s denote with n1(G) = 2p11(G) + p12(G) the expected number of alleles T1 given G,

and similarly n2(G) = 2p22(G) + p12(G) the expected number of alleles T2 given G. Note

that,

pGp11(G) =
∑

(a,b)∈HG

h(a,1)h(b,1),

pGp12(G) = 2
∑

(a,b)∈HG

h(a,1)h(b,2),

pGp22(G) =
∑

(a,b)∈HG

h(a,2)h(b,2),

and therefore

pGn1(G) = 2
∑

(a,b)∈HG

h(a,1)hb = 2
∑

(a,b)∈HG

(hapT1 +Da1)hb = 2pGpT1 + 2
∑

(a,b)∈HG

Da1hb, (6)

and

pGn2(G) = 2
∑

(a,b)∈HG

hah(b,2) = 2
∑

(a,b)∈HG

ha[hb(1−pT1)−Db1] = 2pG(1−pT1)−2
∑

(a,b)∈HG

Db1ha.

(7)

By multiplying equation (6) by (1− pT1) and (7) by −pT1 and adding them we get that,

2
∑

(a,b)∈HG

Da1hb = (1−pT1)pGn1(G)−pT1pGn2(G) = pG [n1(G)− 2pT1 ] = pG [2(1− pT1)− n2(G)] ,

because n1(G) + n2(G) = 2. Using these identities we get that,

Mθ(GT ,GS) =
∑
G

pG

(
[n1(G)− 2pT1 ]

2

2pT1

+
[2(1− pT1)− n2(G)]2

2(1− pT1)

)
. (8)
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This formula shows how Mθ(GT ,GS) measures the χ2 distance between the observed and

expected number of alleles at T1. Note that we can also write the measure as,

Mθ(GT ,GS) =
2

pT1(1− pT1)

∑
G

1

pG

 ∑
(a,b)∈HG

Da1hb

2

=
1

2pT1(1− pT1)

∑
G

pG [n1(G)− 2pT1 ]
2 .

(9)

The case of t markers in T follows easily from the above calculations as the parameters

corresponding to the allele frequencies are orthogonal, and therefore the Fisher information

is diagonal. It follows that,

Mθ(GT ,GS) =
∑
G

2

pG

∑t
i=1

(∑
(a,b)∈HG

Daihb

)2

∑t
i=1 pTi

(1− pTi
)

, (10)

where Dai is the LD measure between the haplotype a and the i-th marker in T , and

2pTi
(1− pTi

) is the binomial variance for the i-th marker.
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Appendix D: the MP = MθT (HT ,GT ) calculation

Let a be a haplotype at the markers T with its frequency in the population denoted by

ha. Let Na be the random variable equal to the number of haplotypes a of an individual,

and let Na(G) be the expected number of haplotypes a of an individual with genotype G at

markers T . Note that E [Na(G)] = 2ha. From Appendix A, it follows that

MθT (HT ,GT ) =

∑
a Var [Na(G)]∑

a Var(Na)
.

Note that,

∑
a

Var [Na(G)] =
∑
a

E
[
Na(G)2

]
−
∑
a

E [Na(G)]2 =
∑
a

E
[
Na(G)2

]
− 4

∑
a

h2
a.

The random variable Na(G) is equal to 2 for G = (a, a), to 2hahb

pG
if G = (a, b), and to 0

when the genotypes G are not compatible with the haplotype a. We denote with Gab the

genotypes corresponding to the pair of haplotypes (a, b). We have that,

∑
a

E
[
Na(G)2

]
=
∑
a

4pGaa +
∑
a

∑
b6=a

4h2
ah

2
b

pGab

= 2
∑
G

∑
(a,b)∼G(2hahb)

2∑
(a,b)∼G 2hahb

,

where the summation in the last fraction is on the (unordered) pair of haplotypes that are

compatible with G. Therefore

MθT (HT ,GT ) =
2
∑

G

∑
(a,b)∼G

(2hahb)
2∑

(a,b)∼G
2hahb

− 4
∑

a h
2
a

2− 2
∑

a h2
a

. (11)

For two biallelic markers with hij denoting the haplotype frequency of haplotype i-j,

MθT (HT ,GT ) =
1− h2

11 − h2
12 − h2

21 − h2
22 − 4h11h12h21h22

h11h22+h12h21

1− h2
11 − h2

12 − h2
21 − h2

22

.
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